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ABSTRACT
New language constantly emerges from complex, collaborative
human-human interactions like meetings — such as, for instance,
when a presenter handwrites a new term on a whiteboard while
saying it. Fixed vocabulary recognizers fail on such new terms,
which often are critical to dialogue understanding. We present a
proof-of-concept multimodal system that combines information
from handwriting and speech recognition to learn the spelling,
pronunciation and semantics of out-of-vocabulary terms from
single instances of redundant multimodal presentation (e.g. saying
a term while handwriting it). For the task of recognizing the
spelling and semantics of abbreviated Gantt chart labels across a
held-out test series of five scheduling meetings we show a
significant relative error rate reduction of 37% when our learning
methods are used and allowed to persist across the meeting series,
as opposed to when they are not used.

Figure 1. Introducing a new term via multimodal redundancy:
(M1) writing the name of a new hire, Joe Browning, to label a
schedule task-line on a Gantt chart while saying, “This line
represents Joe Browning.” (M2) Referring to Joe Browning
again, while handwriting an abbreviation, JB, for his name. M1
learning provides the meaning of the JB abbreviation in M2..
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strategies. I.2.6 [Learning]: Language Acquisition.
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record. For example, in Fig. 1 the presenter introduced a term in
the first meeting, M1, and then used it again in abbreviated form
in the second meeting, M2. Leveraging multimodal redundancy
the system learned the term during the first meeting, and then used
that knowledge during the second meeting to associate the newly
learned term with its abbreviation.
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1. INTRODUCTION
Our goal is to create computer systems that learn as easily as
humans, improving their recognition capabilities over time and
usage. As a first step we have created an observant multimodal
system [2] that can notice when people redundantly say what they
handwrite during a presentation or meeting (Fig. 1). The interface
is one of human-human interaction with computer-mediated,
background understanding (e.g. the creation of an MS Project
chart based on ambient recognition and understanding of a
meeting’s speech, sketch and handwriting activity [3]). In this
context, such a redundant multimodal event is a rich trigger for
dynamic learning and enrollment of new vocabulary into system
dictionaries. Enrolled vocabulary can then aid in future
recognition and support better understanding of the meeting

1.1 Learning and Multimodal Redundancy
In order to learn, Artificial Intelligence teaches us that a system
needs to solve three problems: (1) distinguish the relevant
features (situation-identification problem), (2) discover feature
relationships via a common description language (description
problem), and (3) identify correct learning (credit-assignment
problem) [4].
It has been shown that multimodal redundancy (e.g. pointing or
looking at something while speaking about it) augments meaning
acquisition both for infants and adults [5, 6]. Our working
hypothesis is that the same holds true for speech and handwriting
delivered redundantly during human-human interactions (Fig. 1).
The purpose of the redundancy is to focus attention, which in turn
primes the perception of the relevant features, namely the
handwritten spelling (as well as the spatial and temporal location
of the ink), and the spoken pronunciation. Both feature streams
(handwriting and speech) can share a common description by
virtue of statistical translations from either letters-to-sounds or
sounds-to-letters. When the distance between these common
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flip-chart brainstorming session. We annotated all visible
handwriting events for pen-down/pen-up timing, and transcribed
all speech related to the handwriting. For the 41 recoverable
handwriting events 40 of them were accompanied by semantically
redundant speech. Our finding that handwriting instances were
reflected in redundant speech 98% of the time, with verbatim
redundancy occurring 76% of the time, closely parallels the
results found in distance-learning lectures [15]. Thus in some
human-human interactions redundant handwriting and speech
appears to be typical.
Such redundancies can also be indicators of meeting structure; for
example, at one point in the brainstorming session the presenter
wrote a discussion point on his flip-chart, but before saying it
relinquished the floor to another speaker. Several minutes later, at
an appropriate juncture, the presenter took the floor back by
pointing at and verbally referring to his previously written placeholding discussion point. In the next several dialogue turns he and
others spoke the place-holding term five more times with
accompanying redundant deictic pointing. This redundantly
introduced term was both dialogue-critical and also could serve as
a gloss to meeting structure by marking the topic of interaction.

Figure 2. Meeting M3: scheduled arrivals of three new hires (JB
= Joe Browning, CB = Cindy Black, FG = Fred Green). Each
name/abbreviation pair was OOV. Hover labels show learned
meaning expansions from M1 and M2 (Fig. 1). These OOV
abbreviations are the vernacular anchor points of M3 discussion,
without their learned meanings the record makes little sense.
descriptions for a term is below a threshold then we can decide
that we have correct learning of a redundantly presented term.
Learned, redundantly grounded terms can seed subsequent
semantic entrainment [7, 8]; that is, these terms become the
dialogue vernacular points that anchor both meeting structure (cf
Sec. 2) and reference, as shown in Fig. 2, where without a learned
understanding of the name abbreviations (as shown in the hover
labels) the meeting record would make little sense. Out-ofvocabulary (OOV) terms have been shown to occur in meetings at
a type-level rate of 4.2%-8.0%, and — as seen in the Fig. 2
example — these word-types are likely to be dialogue-critical
keywords, technical jargon, proper names [9] or abbreviations.

3. RELATED WORK
Researchers are combining handwriting and speech information
for multimodal authentication [17]. Asian language systems have
been implemented and tested for augmenting verbatim note-taking
by hand with speech recognition output [18]. Some researchers
have proposed the recording and understanding of multimodal
notes taken during interrogations or interviews [19]. Redundancy
can also be unimodal, as in [20] where word discovery occurs
across speech alone by finding repetitive acoustic patterns in
recorded lectures, or in [21] where users first say and then spell
their names to enroll them in a spoken dialogue system.

It has been argued that humans expend all and only the necessary
conversational energy to accomplish dialogue grounding and
entrainment [10, 11]. As it is evident that multimodal redundancy
requires more energy than unimodal communication, there must
be important communicative purposes driving its use. We believe
that establishing a common ground of meaning is that purpose,
and that people use redundancy as a conversational strategy to
bolster their communicative effectiveness by drawing attention to
the meanings of dialogue critical terms. As evidence in support of
this theory we show that people do indeed use multimodal
redundancy in several important communicative situations (Sec.
2, and related work in Sec. 3), and then illustrate how that
redundancy supports the dynamic, unsupervised learning of new
vocabulary (Sec. 4) in our multimodal prototype application. We
give test results that illustrate these abilities (Sec. 5), discuss our
future work (Sec. 6) and then conclude (Sec. 7).

State-of-the-art out-of-vocabulary (OOV) systems use graphophonemic models as a basis for recognition (combining spelling
and pronunciation information at the feature-level) [22-24].
Systems that perform audio/visual speech recognition [25, 26]
also leverage multimodal redundancy, sometimes using an earlyfusion integrative approach [25] that discriminatively combines
both input streams in a single feature space, and sometimes using
a late-fusion approach [26] that combines information at higherlevel acoustic boundaries like segments or phones. Since
redundant handwriting and speech are not as synchronous as lipmovements and speech, our Speech and HAndwriting
reCognizER (SHACER, Fig. 4) employs a late-fusion approach,
which combines the output of the separate modes after recognition
has occurred. This is also true for an early version of our approach
called MNVR (for Multimodal New Vocabulary Recognition),
which filled in out-of-vocabulary blanks in template phrases based
on redundant speech and handwriting [27]. Learning new
vocabulary has also been accomplished in multimodal perceptual
environments by repeated association [28, 29], and by the
recognition of embodied intention [30, 31]. The approach we
describe here is the first to combine information from speech and
handwriting to learn new words from a single redundant event.

2. MULTIMODAL REDUNDANCY
Our proof-of-concept application focuses on events in which
handwriting and speech are delivered redundantly. It has been
shown that in the context of multimodal map-based and formfilling tasks speech and handwriting co-occur redundantly for only
between 1%-5% of interactions [12-14]. Thus in human-computer
interfaces speech and handwriting are primarily used to
complement each other. However, in studies about distancelearning lectures as much as 100% of handwritten text is
accompanied by semantically redundant speech, with verbatim
matches occurring 74% of the time [15, 16].

4. SYSTEM DESCRIPTION
4.1 Task Domain and Corpus
Our proof-of-concept task domain is the creation of whiteboard
Gantt charts (see Figs. 1 & 2) in multiparty planning sessions [3].
We process successive Gantt charts created across a series of five

During a two-day project-planning meeting with 20 participants
we made a 1.5-hour recording of a spontaneous whiteboard and
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system, (2) an ensemble of 4 separate phone recognizers, and (3)
a word/phrase-spotting recognizer into which learned terms are
enrolled — both (2) and (3) are based on our augmented version
of CMU’s Sphinx 2 system. Segmentation of each participant’s
meeting-length audio recording into individual utterances and the
production of word-level transcripts (along with their associated
word lattices) for each utterance are provided by (1). In order to
align handwritten terms to spoken utterances we use both letter
strings and phonetic sequences as a common representation.
Output from the handwriting recognizer (letter strings) is
transformed to phone sequences via a statistical letter-to-sound
module, and outputs from (2) the ensemble of phone recognizers
(i.e., phone sequences) are transformed to text via a statistical
sound-to-letter module (both part of Alan Black’s CMU FLITE
toolkit [35]). Recognized, multimodally redundant terms are
enrolled in (3) the word/phrase-spotting recognizer and thus made
available for subsequent recognition (detailed examples are
presented in [36]).

meeting sessions. Each meeting is related to the information
presented in the previous sessions (e.g. the new hire noted in the
first meeting has his arrival time changed during the second
meeting, etc). The corpus from which our preliminary test
meeting series is drawn was collected at SRI as part of the CALO
project (Cognitive Assistant that Learns and Organizes), and is
described in [32]. There are nine meeting series in the corpus, six
of which are full five-meeting series. Each meeting is around 5-10
minutes in length on average with three participants. The meeting
participants were instructed to create a Gantt planning chart
during each meeting using only a small set of supported chart
symbols (e.g. axes, lines, diamonds, ticks and cross-out marks —
e.g. Fig. 1). The meeting sequence story line involved hiring three
new people, scheduling their arrivals, arranging for office space
and equipment, dealing with delays, and choosing a printer for the
new hires to share. This type of scenario-limited meeting is
similar to those used in the European MultiModal Meeting
Manager (M4) project [33], and the Augmented Multiparty
Interaction (AMI) project [34]. In our SRI CALO meeting data
there were five sets of three people participating across the nine
series of meetings. There was no dedicated prompter during the
meetings, as there was for the M4 collections, but the meetings’
agendas and goals were set out in the pre-meeting instructions.

4.2.1 Phone Recognition
Each of the four ensemble phone recognizers is constrained
differently. We use both phones and syllables as sub-word units.
The transformation from syllables to phone sequences is trivial
because we name syllables by their respective phonetic
pronunciation sequences (e.g. cat = “K_AE_T” = “K AE T”). The

Participants were told how to label task-lines and milestones on
the Gantt chart, writing out names in full while speaking them at
first and then abbreviating freely after that. This behavior
presented no difficulties for the participants, and the speech and
handwriting events in these meetings had timing and semantic
relatedness properties similar to those seen in the lectures and
brainstorming session mentioned in section 2.1. The example
illustration in Fig. 3 shows a real instance of such behavior drawn
from a corpus of online presentations [1]. Thus although

Table 1: Recognition accuracy for word, phone, & handwriting
recognizers of our five meeting development test set (360 speech,
51 handwritng instances). Accuracy is (Correct – (Substitutions +
Insertions + Deletions))/Total, while Percent (%) Correct is
(Correct/Total). Key: ppbg = positional phone-bigram, nppbg =
no positional phone-bigram, pbg = phone-bigram (no positions).
Word-level Recognition
1 LVCSR transcript
2 HandWriting Recognition
Phone-level Recognition
3 Constrained syllables
4 Constrained phones
5 Unconstrained syllables
6 Unconstrained phones

10

ppbg - combined (speech-only)
ppbg - combined (pseudo-HW)
nppbg - combined (speech-only)
nppbg - combined (pseudo-HW)

24%
48%
8%
15%

42%
54%
41%
41%

11
12

pbg -combined (speech-only)
pbg - combined (pseudo-HW)

25%
47%

43%
54%

7
8
9

Figure 3. Example from an online presentation [1] of a full,
multimodally redundant term introduction (e.g. Open Source,
top-left), followed by related handwritten abbreviations.

Accuracy
60%
65%
Accuracy Correct
26%
59%
19%
49%
25%
59%
6%
45%

four constraints are: (a) syllables follow a grammar of English
syllabic sequencing, (b) phones follow a grammar of English
phone sequences, (c) any syllable can follow any other with equal
likelihood, and (d) any phone can follow any other with equal
likelihood. Across our development test set of five meetings (360
utterances) the LVCSR transcript accuracy, handwriting
recognition accuracy (MS Tablet PC Handwriting recognizer),
and accuracy and correctness for each of the ensemble of phone
recognizers are given in Table 1. Using constrained syllables as
sub-word units yields more accurate phone recognition because
phonetic sequences and word structure are better accounted for;
however, constrained and un-constrained phone versions,

constrained, this collection is nonetheless realistic in the aspects
that make it suitable for our purposes of (1) testing our ability to
enroll new terms based on multimodal fusion of redundant events,
(2) using the spelling, pronunciation and semantics of those new
enrollments to semantically understand subsequent abbreviations,
and (3) measuring the difference between system recognition rates
for learning versus non-learning modes.

4.2 Outline of Processing
Our system uses three parallel speech recognizers (Fig. 4): (1)
large-vocabulary continuous speech recognition (LVSCR) with a
version of Carnegie Mellon University’s (CMU’s) Sphinx 3.5
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Figure 4. Block diagram of SHACER (our Speech and HAndwriting reCognizER), illustrating 2 phase playback. Right-side box displays
Master Recognizer internal comparisons, numbered by salience, with 1 being most salient. (KEY: S = speech, HW = handwriting, LVSCR
= large vocabulary continuous speech recognition, Utt = utterance, LTS = letter-to-sound, trans = transcriptions, alts = alternates, WPSR =
Word/Phrase Spotting Recognizer, ppbg = positional phone bigram).
although much less accurate, are still used because they provide
finer phonetic boundary information (cf. Sec. 4.2.5) and more
directly reflect feature-level acoustic information important for
our alignment mechanism.

reinforcement table, which biases recognition in favor of previous
high-confidence, integrated recognitions, (4) an abbreviation table
in the master phone recognizer, and (5) a prefix/suffix misrecognition reinforcement table in the master recognizer that
associates high confidence recognitions with their list of related
mis-recognitions and significant affixes (so that when affix
misrecognitions are discovered, which are very highly correlated
to a previous recognition, that consistent recognition error can be
transformed into its correct interpretation).

4.2.2 Word/Phrase Spotter for OOV Enrollment
We use a word/phrase-spotter (Fig. 4, top-left) as our target for
OOV enrollment (as opposed to enrollment solely in the LVCSR
dictionary and language model) because its output tells us with
high likelihood that a dialogue-critical term has been uttered. The
number of enrolled terms per meeting is presently small (about 8),
but as the system’s capabilities grow we hope to learn whole
phrases or sub-grammars, which can be used to complement the
LVCSR output. Such a capability lends itself to techniques for
contextually constrained language modeling as in [37-39].

In our current implementation we use NISSketch1 both for sketch
recognition and as a wrapper for the MS Tablet PC Handwriting
recognizer. The basic mechanism of integration is passing the
letter-strings from the handwriting recognizer’s hypotheses list
through a letter-to-sound module and then aligning the resulting
phone strings to the ensemble of phone recognitions from the
speech recognizers (see [36], and Fig. 5). This alignment can be
further constrained by segmentation information from biased
combinations of the transcript, lattice and word/phrase-spotter’s
outputs (e.g. Fig. 4, right). The segment resulting from this
handwriting/speech alignment (e.g. Fig. 5) is then passed a second
time through the master phone recognizer, constrained by a
positional phone-bigram (ppbg) model (cf. Sec. 4.2.5, and Fig. 4)
that is built dynamically over the alignment matrices of the speech
and handwriting hypotheses.

4.2.3 Two Phase Processing
Meeting processing is currently off-line (see [32] for more details
on this playback processing), requiring on the order of 10-20
times real-time on a dual 3G+ workstation. Utterance transcript
logs along with the raw ink recording are processed in a first
phase pass over the multimodal data (Fig. 4, lower-left). This pass
produces separate utterance files based on boundaries from the
LVCSR transcript log, as well as logs of phone-level transcripts
for three out of the four phone recognizers (the slave recognizers).
The fourth phone recognizer, the master, must be re-run in the
next phase so that phase 2’s dynamic second-pass speech
processing (Fig. 4, ppbg 2nd pass speech) can occur (see [32] for
the motivation and more details of this two-phase process).

4.2.4 Speech/Handwriting Combination Benefits
To illustrate the plausibility of combining speech and handwriting
information in this constrained second pass speech recognition,
and to get some idea of the upper bound of improvement in terms
of phone accuracy that is achievable by combining handwriting
information with phone ensemble recognitions we performed an
experiment using the phone transcript of each of the 360
development utterances as if it were the letter-to-sound
transformation of the handwriting. Thus it was as if we had
perfectly recognized and transformed redundant handwriting for

The second phase of processing (Fig. 4, upper & right) uses
utterance transcripts along with lattice logs and phase 1
recognition message logs as input. This phase performs actual
integration of handwriting and speech hypotheses. The output is a
labeled Gantt chart (e.g. Fig. 2). When learning mechanisms are
being employed the knowledge from learning is stored in filebased accumulators, which serve as updaters for (1) the
word/phrase-spotting recognizer’s dictionary, (2) the handwriting
recognizer’s dictionary, (3) the handwriting recognizer’s

1
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every word spoken in every utterance, and this information was
combined with the speech information via our positional phonebigram model (Section 4.2.5).

only condition, so we cannot yet show statistically that positional
information helps.

Results are shown in rows 7-10 of Table 1. There were two
dimensions of change. The first was with respect to the use of
positional phone-bigram information to constrain second-pass
speech recognition, for which there were two states — ppbg
(indicating that positional phone-bigram info was used, Table 1,
rows 7-8), and nppbg (indicating that no positional phone-bigram
info was used because every bigram likelihood was set to 1.0,
Table 1, rows 9-10). The second dimension of change was what
type of pseudo-handwriting information was used: either (a) a
copy of the utterance’s existing phone ensemble output sequences
(thus speech-only, meaning that no new phone sequence
information was added in the pseudo-handwriting, Table 1, rows 7
& 9), or (b) the correct phone transcript for the utterance (thus
speech-HW, meaning knowledge of what the perfectly recognized
handwriting’s letter-to-sound phones would be was added in,
Table 1, rows 8 & 10). Across the first dimension of ppbg/nppbg
there was a tripling of accuracy from 8% nppbg to 24% ppbg in
the speech-only condition and from 15% nppbg to 48% ppbg in
the speech-HW condition. Thus using the positional phone-bigram
(ppbg) model’s statistical phone-sequence information was very
important. Across the second dimension of pseudo-handwriting
(e.g., speech-only/speech-HW conditions) there was a doubling of
accuracy, from 8% to 15% in nppbg mode and from 24% to 48%
in ppbg mode. This tells us that combining phone sequence
information from handwriting with phone sequence information
from speech can indeed have a large impact on the accuracy of
second-pass speech phone recognition in our proof-of-concept
system. Both of these findings strongly validate our approach of
integrating letter-to-sound transformations from the handwriting
with outputs from our ensemble of phone recognizers to produce
refined phone sequence hypotheses.

Given a phonetic representation for each hypothesis in the list of

4.2.5 Positional Phone-Bigram Modeling
Equations 1-2 show how the positional bigram counts (defined in
Eq. 1) are computed (the interpolated normalization method is not
shown). Eq. 1 states that for each phone (p), which is a member of
the phone set (P), and for each frame position (j) from 0 to the
number of columns (c) in the alignment matrix (e.g. Fig. 5), the
count of bigram (p1,p2) at frame/column position j (i.e., ct(j,p1,p2))
is summed over all occurrences of p1 in the i’th row (i from 0 to
the number of rows, r, in the matrix) and p2 in k’th row of the l’th
column such that neither p1 nor p2 is silence (s = silence). Note
that l ranges from j+1 to cns, where the ns subscript means the
nearest column with a non-silence phone. The notation p(i,j)
denotes the phone at the i’th row and j’th column of the matrix.
The handling of silence in bigrams at the beginning and end of
each matrix row is not shown, and otherwise silence is not
allowed be part of a bigram. Thus in Eq. 1 if a phone is silence (s)
then it is not considered, and the bigram in which it is
participating does not add to the bigram count. Positional
information, j, keeps track of the start frame of the bigram’s first
phone (which is computed from the average start frames of the
phone sub-unit recognizers, as shown in Fig. 6). This is used to
constrain the bigram not to be used beyond a threshold of distance
from its start position. The intuitive motivation is that bigrams
from the end of an alignment segment may not be appropriate to
use near the beginning of an alignment segment; however, as seen
in rows 11-12 of Table 1 not using this positional information
only marginally degrades accuracy in the speech-HW condition
(from 48% to 47%) and actually improves accuracy in the speech-

4.2.6 Detecting Multimodal Redundancy
⎧⎪∀p ∈ P, p1 ≠ s, p2 ≠ s, ∀j 0 ≤ j ≤ c :
⎫⎪
⎪⎪
⎪⎪
⎪⎨
⎪⎬ (1)
cns
r
r
⎪⎪ ct( j , p1, p2 ) = ∑ ∑ ∑ bg( j , p(i, j ), p(k , l )))⎪⎪
⎪⎩⎪
⎪⎭⎪
i =0 l = j +1 k = 0
⎧
⎪⎪⎪0 p1 ≠ p(i, j )
⎪
bg( j , p(i, j ), p(k , l )) = ⎪⎨0 p2 ≠ p(k , l )
(2)
⎪⎪
⎪⎪1 else
⎪⎩
handwriting recognitions (via a letter-to-sound transformation) we
need to discover what segments of speech are associated with it.
The speech utterances are represented by phone sequence outputs
from each of the ensemble of phone recognizers (Fig. 5), as well
as a word-level transcript (with its associated lattice) and the
output of the word/phrase-spotting recognizer. This alignment
problem is in some ways similar to the Spoken Document
Retrieval (SDR) problem [40, 41], and the strategy of representing
speech by phone sequences serves the same purpose here as in
that task – it allows for partial matching and out-of-vocabulary
matching better than static-vocabulary, word-level representations
can. However, our purpose is not document retrieval, but rather
discovering the temporal boundaries of the spoken term that
corresponds redundantly to the handwriting, and then, when the
system’s attention has been focused on that redundant term,
integrating the multimodal information to learn it and dynamically
enroll it as new vocabulary to aid in future understanding, so the
system’s perception and comprehension improve with time and
use. For both discovery and integration we need an appropriate
distance measure to accurately gauge how close one phonetic
representation is to another.
Standard edit-distance, based on the spelling of phone names,
does not provide an accurate distance measure for our purposes.
For example, we want a metric that captures the fact that although
their names are spelled differently the phonemes t and d are
nonetheless phonetically identical except for voicing. So we have
adopted an approach put forward by Kondrak [42] for phonetic
articulatory-feature based alignment. This algorithm characterizes
each phoneme by its set of articulatory features. Some features are
binary— roundness, voicing, syllabic, retroflex, lateral, aspirated,
nasal. Some features are categorical — manner [stop, affricate,
fricative, approximate, high/mid/low vowel], height [high, midhigh, mid-low, low], backness [front, central, back], and place
[bilabial, labiodental, dental, alveolar, retroflex, palato-alveolar,
palatal, velar, uvular, pharyngeal, glottal]. All features have an
associated salience weight. Vowels and consonants have different
sets of active features. Each type in the sub-category set (in
[italics]) of each of the four major features (manner, height,
backness, place) has an assigned weight based on empirical
linguistic measurements. We have augmented Kondrak’s height
feature to utilize four rather than three sub-categories, and in
parallel with that added a fourth vowel type to the manner feature
(in this we follow Hosom [43]).
The combination of speech and handwriting is driven by our
multimodal integration agent [32], an evolution of the Quickset

system [44]. All possible rule-licensed combinations of speech
and gesture constituents are made as part of the temporal chart
parsing process [45], and routed to the master phone recognizer
(Fig. 4), which keeps a defined-length sliding window of
utterance information (e.g. transcript vector, lattice hash-table,
mel-cepstral feature matrix saved from the utterance’s initial
speech recognition pass) as a kind of short-term memory. When a
handwriting/speech combination is received by the master phone
recognizer, if the utterance corresponds to one still in short-term
memory, then it is processed (see [36] for details).

corresponding lattice sequence we first need to align the
handwriting to the phone ensemble output, to get an estimate of
temporal boundaries within the lattice over which to search. For
measuring how good of a match an alignment of handwriting
phone-sequences and ensemble phone-sequences is we are still
experimenting with different metrics. We first tried crossaveraged phone/letter edit distances [27] (both articulatory-feature
based and standard Levenshtein) but such measures are difficult to
normalize. We needed a measure that allowed us to compare sets
of aligned handwriting/phone-ensemble segments to each other,
so we could decide which of a number of competing alignments
was to be chosen, and then decide if the winner was good enough
to be trusted as a source for pronunciation enrollment. Currently
we have adopted a measure we call coherence that iterates over
the columns of an alignment matrix (Fig. 5) making phone-tophone articulatory-feature based distance measures, which can be
variously biased and then averaged (e.g. we can bias our judgment
of coherence to favor exact phonetic matches more than close
phonetic matches). We have achieved reasonable performance in
choosing coherent alignments, but there are many factors to
consider and this remains a research area for us.

There are five information sources across which comparisons are
made (Fig. 4, right): (1) handwriting letter-strings and their phone
sequences, (2) LVSCR word-level transcripts, (3) LVSCR wordlevel lattices, (4) word/phrase-spotter recognitions, (5) ensemble
phone-level recognitions (see [36] for details). Comparisons of
handwritten letter-strings to utterance word-level transcripts or
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4.2.7 Testing Articulatory Feature-based Alignment
To test the effectiveness of articulatory-feature based alignment
we ran our proof-of-concept system over the five meetings of the
development test set and compared the accuracy of 2nd-pass
speech phone sequences for 14 OOV terms using a system-wide
standard Levenshtein edit distance (LD) versus using a systemwide articulatory-feature based distance metric (AF). Table 2’s
1st-best columns show an absolute 2% gain in accuracy due to the
use of the articulatory-feature based (AF) metric (from 73% to
75% and from 82% to 84%). The benefit of using the AF versus
LD metric is better reflected in Table 2’s n-best average columns.
This is because the 1st-best alternative often reflects the influence
of LVCSR word-lattice or word/phrase-spotter output, whereas
the n-best list is more reflective of actual 2nd-pass recognition
alternatives. For these alternatives, which depend directly on the
alignment of handwriting and phone-ensemble phonetic
sequences, we see that even without using constraints from the
positional phone-bigram model (nppbg condition) (cf. Sec. 4.2.5)
there is a 39% relative increase in average accuracy (from 28% to
39%), and when the positional phone-bigram model is used there
is a 47% relative increase in average accuracy (from 36% to
53%). This again reflects the benefit of using dynamic positional
phone-bigram modeling to constrain 2nd-pass phone recognition.
Compared to not using it (nppbg) there is a 36% relative reduction
in error rate (AF/nppbg 25% to AF/ppbg of 16%). However,
because these statistics are figured on the processing results from
only 14 OOV instances, they are indicative but not yet significant.
To see the significance of these effects we must turn to a closer
examination of the overall system output.

Figure 5: A portion of the phone alignment matrix. Rows 7-9 are
the 7th-9th handwriting letter-to-sound hypotheses. Rows 10-13
are ensemble phone recognizer outputs.
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Figure 6: The parallel start-frame matrix for the ensemble phone
recognizers: ssb/ssd use phone sub-word units, while ssa/ssc use
syllables. The bottom row is the output start-frame vector for the
hypothesized phone positions, averaged over the phone sub-word
unit recognizers, because the syllable sub-word unit recognizers
have no unit-internal phone segmentations.
word-level lattice sequences use a standard Levenshtein edit
distance, augmented with a penalty on long sequences of
insertion/deletion moves within the boundaries of the handwritten
term when the utterance is much longer (in order to favor keeping
the handwriting letters close together during the alignment).
Comparisons of letter-to-sound transformed handwriting to
ensemble phone output are characterized by (a) the use of our
articulatory-feature based approach with augmentations to split
diphthongs appropriately, (b) the aligning of handwriting
alternatives as a group, and then aligning each phone-sequence
output by averaged distance to the columnar articulatory-features
and vice versa (our observation is that both are useful and tend to
complement each other), and (c) since we’re typically finding the
location of a small segment within a larger sequence we also walk
the edges of the dynamic programming matrix to find the path that
optimizes the best segment alignment, which is not always the
best global path across the matrix.

4.2.8 Learning the Meaning of Abbreviations
When a user at the whiteboard handwrites a label and says it (Fig.
1), that instance of multimodal redundancy triggers learning and
enrollment into the Word/Phrase-Spotting Recognizer (WPSR),
the handwriting recognizer, and other reinforcement tables (cf.
Sec. 4.2). For example, saying, “Joe Browning” while writing it
out in full triggers learning and enrollment (Fig. 1). Once the
WPSR’s dictionary contains Joe Browning, then when next
spoken it is recognized by WPSR (hopefully). If it is also then
handwritten as an abbreviation (e.g. JB) the mis-match between
the abbreviation’s letter-to-sound representation and the
combination of the phone pronunciations from the phone

Comparisons across the five information sources provide different
perspectives on confidence (cf the salience numbers in Fig. 4,
right). For example, an exact match between a handwriting
alternative and an utterance transcript term is strong evidence for
accepting the transcript term, an exact match between a
handwriting alternative and a lattice sequence is strong evidence
in favor of the lattice sequence, but to know where to look for the
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as the utterance samples in Fig. 7 attest (e.g. “Sunday Black” for
Cindy Black and “[In]fer agreeing” for Fred Green). This
example (Fig. 7, left-side) shows a task-line and diamond-shaped
milestone. The task-line is for the arrival of the new hires and is
labeled with the first-letter abbreviation for each of them (JB, CB,
FG). None of the names were correctly recognized by the
LVCSR; but, all were learned in previous meetings, so using the
techniques described in Sec. 4.2.8 their semantics were assigned
correctly in four of the five instances (Fig. 7 inset shows the
corresponding section of the beautified Gantt chart resulting from
multimodal recognition). This was accomplished because Joe
Browning and Fred Green were recognized by the word/phrase
spotter; however, Cindy Black was not — rather, CB had been
previously learned as an abbreviation and even though a
significant ink skip caused the C in CB to be missed almost
entirely (in this example the ink recognition is a B), the correct
interpretation was still recoverable because one of the skipped
ink’s interpretations exactly matched a previously seen misrecognition suffix associated uniquely with CB.

Table 2: The effect of system-wide articulatory-feature based
alignment (AF) versus standard Levenshtein distance alignment
(LD) on pronunciation accuracy of 2nd-pass phone-level
interpretations over a set of fourteen OOV terms. Key: ppbg =
positional phone-bigram; nppbg = no positional phone-bigram.
Integrated 2nd-pass
Phone Accuracy
no phone-bigram (nppbg)
phone-bigram (ppbg)

1st-best
AF
LD
75%
73%
84%
82%

n-best avg.
AF
LD
39%
28%
53%
36%

ensemble with the WPSR recognition (of “Joe Browning”) trigger
a look into whether some alternative of the handwriting
recognizer’s interpretations can be considered either a first-letter
or prefix abbreviation of the WPSR output [36]. If there is an
abbreviation match, then any new pronunciations for “Joe
Browning” are added to (1) the WPSR dictionary, and the
abbreviation, JB, is added to (2) the handwriting recognizer’s
dictionary and (3) reinforcement table, as well as to (4) the table
of abbreviations and their expansions in the master phone
recognizer (which helps subsequent matching of known
handwritten abbreviations to LVCSR transcript or WPSR
outputs), and also is processed for significant prefixes or suffixes
which are added to (5) the prefix/suffix mis-recognition
reinforcement table (cf. Sec. 4.2.3). Information in these 5 tables
is what persists and accumulates across meetings when the system
is in learning mode. Thus if JB has been recognized and
associated with Joe Browning in G2, because Joe Browning was
fully enrolled in G1 (Fig. 1), then subsequently JB is more readily
recognized, and the system knows how to associate it with Joe
Browning — that is, the system knows that the local meaning of
JB (i.e., its semantics) is the expanded string, Joe Browning.

The arrival time of Cindy Black and Fred Green (CB and FG) was
temporally marked by a diamond-shaped milestone. While
labeling them the speaker mistakenly said, “Cindy Green,” and,
“Fred Black,” mixing up their names. Later in utterance 26 (Fig.
7, U26) he corrected himself, saying, “I'm sorry, Cindy Black and
Fred Green,” which again was poorly recognized. Neither of the
two abbreviations could be identified from speech evidence with
integrative methods alone. CB’s semantics was recovered based
on previous learning of the hand-written abbreviation and thus its
known association to Cindy Black, but this did not work for FG
because the non-standard G confounded the generation of any
previously learned interpretations or mis-interpretations.
Across all five meetings of the development test set there were 51
scorable labeling events (Table 4): 27 unabbreviated terms, and 24
abbreviations. Table 4 shows results in non-learning and learning
conditions. Learning resulted in a 41% relative reduction in error
rate for label recognition generally (significant by McNemar test,
p<=4.77e-07). Note that an abbreviated label was only considered

If we examine the system-wide effects of articulatory-feature
based alignment versus Levenshtein distance based alignment on
the learning of abbreviation semantics we find a 22% relative
reduction in error rate, as shown in Table 3 (54% error rate for
LD/ppbg to 42% error rate for AF/ppbg). Because of the small
sample size this is a marked but not significant reduction.

5. TEST OUTCOMES
5.1 Results on Development Test Set
Figure 7 illustrates a portion of the sketched Gantt chart created
during the fifth meeting of the development test set. Each meeting
in the series was about various aspects of hiring three new
employees (e.g. Joe Browning, Cindy Black and Fred Green).
None of these two-word names were in either the dictionary or
language model of the LVCSR, so they were not well recognized,
Table 3: Results for learning abbreviation semantics over the 5meeting development test set, using system-wide articulatoryfeature based alignment (AF) versus standard Levenshtein
distance (LD) alignment. Key: ppbg = positional phone-bigram
constraint used, nppbg = no positional phone-bigram constraint
used. ER = error rate.
Meeting Number
Total Possible

Labels (letter-correct/semantically correct)
1
2
3
4
5
TOTAL

ER

0/0 1/1

0%

8/8

6/6 9/9

24/24

AF

0/0 1/1

8/6

4/4 3/3

16/14

42%

LD

0/0 1/1

8/4

4/3 3/3

16/11

54%

Figure 7: A portion of the Gantt chart created in the final
development set meeting: abbreviations, ink skips, non-standard
printing, and OOV or mis-spoken utterances made recognition
and understanding challenging.
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correct when its associated expansion was also available (e.g. as a
hover label — shown in Fig. 7), thus in non-learning mode this
was never the case because the system had no way of making
these associations. For abbreviated labels learning accounted for
an 83% absolute reduction in label recognition error rate
(significant by McNemar test, p<=1.91e-06).

learned meanings from newly recognizable symbols or
expressions in one mode (e.g. Fig. 1, M1, spoken Joe Browning)
to previously unseen symbols in another mode (e.g. Fig. 1, M2,
handwritten abbreviation, JB) is feasible and can make a
significant difference in the level of useful machine understanding
accomplished by the system.

5.2 Results on Held-Out Test Set

In the future as we are able to deploy larger data gathering efforts
and formalize our abilities to annotate multimodal perceptual
input streams for complex human-human interactions like
meetings and presentations, we will move toward statistically
modeling the concordances between input modes in order to better
weight the confidence we place on various contributions. For
example, our current heuristics for deciding how much
importance to ascribe to a concordance between a handwriting
alternative and an LVCSR transcript term, or between a
handwriting alternative and a word/phrase-spotter recognition
term are intuitive; whereas, with a larger database of annotated
examples we could move toward a hybrid symbolic/statistical
model such as we employed in our earlier Members, Teams,
Committees (MTC) approach for biasing the confidence that the
system placed on various input mode contributions [46, 47].

The held out test set also was a series of five meetings, with a
scenario similar to that of the development test set, and with the
same meeting participants. However, the held-out meeting set had
some substantial differences; for example, there were 70% more
non-abbreviated labels, and 50% fewer abbreviations. The
resulting 12% relative reduction in error rate for recognition of all
label events in the held-out test set was not significant by a
McNemar test; however, the 37% absolute error rate reduction for
the recognition of abbreviated labels alone was significant
(McNemar test, p<=0.03).

6. DISCUSSION AND FUTURE WORK
In designing the thresholds and heuristic conditions that supported
recognition and learning our aim was to discover general
procedures that were not specific to the development test set. In
particular, our techniques of (1) articulatory-feature based
alignment (cf. Sec. 4.2.6), and (2) positional bigram modeling (cf.
Sec. 4.2.5) to constrain the second pass search over saved speech
features — as well as the architecture of that second pass search
itself with its short term memory of previous utterances (cf.
Sec.4.2) — are general in this sense. Their effectiveness was
evaluated by testing on the held-out test data. Using these
techniques we showed that an upper bound for combining
phonetic information from letter-to-sound transformed
handwriting with phonetic information from speech could be a
doubling of phone-level recognition accuracy (cf. Sec. 4). Thus,
the concept of using handwriting information combined with
speech information to improve phone recognition has also been
shown to be generally effective. The held-out test results
demonstrated the systems ability to learn new terms based on
these general procedures, and further showed that our approach
made a significant difference in recognizing the expanded
meanings of out-of-vocabulary abbreviations. This validated our
proof-of-concept system. It showed that our concept of learning
new terms on the basis of detecting and dynamically analyzing
instances of multimodal redundancy, and then later transferring

We don’t fully understand why and when people use multimodal
redundancy [48]. The literature on early language acquisition
suggests the importance of multimodality for focusing attention
[49, 50] and thus providing a basis for understanding
intentionality and establishing the meaning associations between
action and intention that ground language [5, 6, 51-55]. The
Theory of Multimedia Learning [56] explains why students who
watch multimedia presentations with embedded multimodal
redundancy have enhanced memory recall. However, it is not yet
fully clear why a presenter would use handwriting and speech
redundantly. Is it a conscious effort to enhance communication, or
does it arise unconsciously from the hypothesized speech/gesture
growth point [57]? We are currently studying a large corpus of
online whiteboard presentations [1], replete with handwriting and
speech redundancy as well as sketch and speech redundancy, and
abbreviations. Along with examining how much handwriting is
redundantly reflected in speech, we are also examining what types
of handwriting (e.g. words, numbers, symbols, etc) are reflected in
redundant speech, how speech and handwritten abbreviations are
related, and what timing relationships there are between the
handwriting and redundant speech. As we gain understanding of
when and why people use redundant handwriting and speech, a

Table 4: Summary results on development test set and held-out test set. Abbreviated labels are considered correctly recognized only
when both spelling and semantics are correct. RER = Relative Error rate Reduction. AER = Absolute Error rate Reduction.

Meeting

Labels (non-abbreviated)
1
2
3
4
5 total

Labels (abbrev-spelling/semantics)
1
2
3
4
5
total

Label
Total

Total
Error

Total
RER

Abbrev
Error

Abbrev
AER

41%

0%
100%
17%

83%

12%

0%
100%
63%

37%

Development Test Set
Total
No Learning
Learning

6
6
6

8
6
8

6
5
6

4
4
4

3
1
0

27
22
24

0/0
0/0
0/0

1/1
1/0
1/1

Total
No Learning
Learning

6
4
4

8
7
7

6
4
4

15
9
9

11
5
3

46
29
27

0/0
0/0
0/0

1/1
0/0
0/0

8/8
1/0
8/8

6/6
2/0
4/4

9/9
0/0
7/7

24/24
4/0
20/20

51
22
44

0%
57%
33%

Held-out Test Set
4/4 4/4 7/7
2/0 2/0 2/0
2/2 2/2 2/2

16/16
6/0
6/6

62
29
33

0%
53%
47%
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related question will be how that tendency could be usefully
invoked in certain human-computer interfaces in such a way as to
support better machine learning and recognition, as we have
shown is possible in our proof-of-concept system.
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