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Abstract. This paper presents a patch-based approach for pose estimation from
single images using a kernelized density voting scheme. We introduce a boostinglike algorithm that models the density using a mixture of weighted ‘weak’ estimators. The ‘weak’ density estimators and corresponding weights are learned
iteratively from a training set, providing an efficient method for feature selection.
Given a query image, voting is performed by reference patches similar in appearance to query image patches. Locality in the voting scheme allows us to handle
occlusions and reduces the size of the training set required to cover the space
of possible poses and appearance. Finally, the pose is estimated as the dominant
mode in the density. Multimodality can be handled by looking at multiple dominant modes. Experiments carried out on face and articulated body pose databases
show that our patch-based pose estimation algorithm generalizes well to unseen
examples, is robust to occlusions and provides accurate pose estimation.

1 Introduction
We consider the problem of pose estimation from monocular images. To date, many
successful pose estimation algorithms have been proposed, but most of them rely on
retinotopic representations. Such a representation requires preprocessing, i.e. the object
or person must be normalized in location and scale to fit a canonical view. This simplifies the representation, but puts the burden on detecting the location and scale of the
object in the image, which is not a trivial task. In addition, global representations are
relatively sensitive to occlusions and normalization errors.
Using local and sparse descriptors has proven to be useful for tasks such as object
categorization [12,10,11]. Local feature-based approaches provide a robust representation because object classes are modeled by a set of local descriptors, which are usually
more discriminative than global descriptors. These approaches can handle missing data
(e.g. occlusions and partial views), and generalize better than global methods since they
have compositional properties, e.g. descriptors from different poses can be combined to
produce a pose that is not in the training set.
In this paper we advocate the use of patches as local descriptors, but it raises two
challenges. First, there is the bag-of-features dilemma. If patch descriptors are too local, or if their relative position is not taken into account, the geometric relationships between patches might be lost making impossible to estimate the pose. Then, the patches
are ambiguous: as they will, in general, correspond to multiple poses, it is important
S.K. Zhou et al. (Eds.): AMFG 2007, LNCS 4778, pp. 96–108, 2007.
c Springer-Verlag Berlin Heidelberg 2007


Patch-Based Pose Inference with a Mixture of Density Estimators

97

to define a good pose distribution model that can represent the wide range of poses
associated with a patch.
In this paper, we propose a learning-based approach for pose estimation from a
density-based voting scheme. We first construct a database containing a set of posepatch associations. Our approach avoids the use of complex part-based models being
able to learn the geometric structure from images. Given a query image, the pose density is approximated by kernels associated with patches from the training set similar to
patches in the image. Modes of the density correspond then to most likely poses.
When the number of training examples is large and the pose space is high dimensional, the computational cost of the density estimation becomes prohibitive. To mitigate the problem we propose a boosting-based feature selection algorithm that builds
a density estimator by iteratively adding a (weak) density estimator using a subset of
the training patches, selected to minimize the overall training error. Our algorithm retains the most discriminative patches for pose estimation and provides accurate density
estimates. Moreover, it is directly amenable to integration with prior models for probabilistic tracking.

2 Previous Work
Discriminative approaches to pose estimation learn a mapping from image to pose.
Shakhnarovich et al. [15] propose to locally regress k-nearest neighbors. This approach
relies on a large database generated using a rendering software (POSER [2]). Although
fast and accurate for small dimensional spaces, it requires extremely large training sets
that grow exponentially with the pose dimensionality. Agarwal et al. [3] use RVM to
learn a continuous mapping between image measurements (i.e., shape context from
silhouettes) and 3D pose. To reduce the sensitivity to the presence of clutter, recent
work [4] uses sparse (grid-based) image features for pose estimation and non-negative
matrix factorization to learn clutter. Manifold learning techniques [20,9,21] have also
been investigated to learn low dimensional representations of the pose distribution, but
in general have been limited to a restricted set of activities.
All previously mentioned approaches are limited in their use of retinotopic representations, i.e., pose is computed on normalized images where the person has a somewhat
known fixed size and location. Such approaches are usually not robust to occlusions,
clutter and normalization errors. In this paper, we propose a local representation to address these issues.
Model-based approaches [6,16,18] usually minimize the reprojection of a parametric model to the image. These techniques, however, rely on good initialization, require
complex and precise models and are computationally expensive. In [7,14,17,19], specialized appearance models or detectors are trained on individual body parts and combined with geometric constraints. This requires expensive manual labeling of the body
parts and modeling appearance under different view-points might be difficult.
In a similar manner, methods using part-based representations have been developed
for object categorization [12,13,10,11]. The approach described in [10,11] employs an
Implicit Shape Model (ISM) that consists of both the local appearance and the spatial
probability distribution of each codebook entry. Pose estimation is possible with this
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approach but it is limited to the estimation of the scale and 2D center location of an
object in the image.
In this paper, we advocate a part-based approach and generalize the technique developed by [10,11] to generic 2D and 3D pose estimation (e.g. fiducial, head pose,
articulated body pose). Here, the spatial probability of codebook entries is modeled relative not just to the object center and scale, but to the object pose. As in [10,11], we
estimate the pose distribution associated with each image patch by comparing the query
patch to reference patches for which the pose is known. All image patches contribute to
the density by soft voting. Analysis of the density allows probabilistic inference of the
global pose associated with the image.

3 Density from Image Patches
Given a training set of pairs {(Ii , xi )} where Ii is an image and xi ∈ IRn a pose we
wish to learn a function Φ(x, I) that models the conditional density distribution p(x|I)
for all the images in the training set. Given a query image I  , the pose x = f (I  ) can
be estimated at the modes of Φ(x, I  ).
For a face pose could refer, for example, to the 2D location of fiducial points mi =
(ui , vi ). In this case, x = (m1 , . . . , mN ) . In case pose represents the orientation of
the face, x is a 2-dimensional vector containing horizontal and vertical components.
For an articulated body, pose can represent the 3D joint locations M i = (Xi , Yi , Zi ).
In this case, x = (M 1 , . . . , M N ) .
3.1 Building a Patch Database
For each image I, interest points ui are extracted (e.g. Harris) and descriptors dj are
evaluated at multiple scales in order to capture both local and semi-local information.
Our approach does not rely on a specific image descriptor. As pose is sensitive to the
orientation and translation components of patches, we choose descriptors which are not
invariant to affine or Euclidean transformations. Descriptors can be normalized intensity
vectors or silhouette patches, edge orientation histograms or SIFT descriptors.
We build hashing functions by extracting descriptors and associated poses for all
training image/pose pairs in the database. Each patch has an associated triplet
{(dj , σj , xj )}, where σj is the scale. If the pose is given with respect to a referential, e.g. the pose is defined relative to the location of the keypoint uj and geometric
constraints can be captured by the voting process.
3.2 Implicit Geometric Constraints
We define x̄ a patch-relative pose that is independent from the keypoint location by
defining a mapping gu (x).
If x corresponds to a set of 2D image points x = (m1 , . . . , mN ) , with mi =
(ui , vi ), we choose gu as:
x̄ = gu (x) = σ(x − (u, . . . , u) )

(1)
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Fig. 1. Density estimation from image parts. Each patch from image I is matched to the database.
k-nearest neighbors are retrieved and populate the density space with a set of kernels representing
the pose distribution associated with the query patch. In this example, k=3.

If x corresponds to a set of 3D image points x = (M 1 , . . . , M N ) , with M i =
(Xi , Yi , Zi ) the 3D coordinates. We can choose gu to be
gu (x) = (M 1 − U , . . . , M N − U )
with U = kf (u − p0 ) where kf is the size (in metric units) of a pixel and p0 is the
principal point of the camera.

4 Pose Density Estimate
Let S = {(dj , σj , x̄j )} be a database of reference pose-patches. Let I be a query image
from which we wish to retrieve the pose density p(x|I).
For each descriptor, the k closest reference patches (in terms of descriptor distance)
from S are extracted. For each retrieved reference patch, an ‘absolute’ pose xj is com−1
puted from the relative pose x̄j as xj = gu
(x̄j ).
th
Let n(j) be the index of the j nearest neighbor of the descriptor d. Vectors xj =
−1
gu
(x̄n(j) ) are the absolute poses corresponding to a feature point located at location
ui in the image.
Let N be the number of patches in the image. A kernel-based density estimator
ΦS (x, I) can be defined at an arbitrary pose x as:
ΦS (x, I) =

N
1 
L(x, ui , di )
Z i=1

(2)
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Fig. 2. Pose x corresponds here to the 2D locations of fiducial points. For each keypoint u1
and u2 , the ‘relative’ pose is computed locally as x̄1 and x̄2 . In case pose is in 3D, the same
mechanism can be applied: the pose of the 3D points x̄ are given in a referential centered at the
point location u, considered as a 3D point on the image plane.

where Z is a normalization constant
L(x, u, d) =

k


K(x, xj )

(3)

i=1

with xj the absolute poses of the k-most similar patches to d in S. K(xi , xj ) is a
Gaussian kernel defined as:
K(xi , xj ) = λe(xi ,xj )



Σ(xi ,xj )

(4)

where Σ is the covariance of kernel. L(x, u, d) can be seen as a factored representation
of x for patch d. For a given x, the function ΦS (x, I) provides an estimation of p(x|I).
This is illustrated by Figure 3. Computing Σ from training data can become relatively
intractable for large databases. In general, we choose Σ that minimizes the training
errors. However, when pose x = (m1 , . . . , mn ) corresponds to a set of 2D points, we
define Σ as a block diagonal matrix
Σ = diag(Λ1 , . . . , Λn )

(5)

where Λi is a 2x2 matrix defined as Λi = μ2 mi − u2 I 2 where μ is a user-defined
constant. This gives lower confidence to the location of points away from u.
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The modes of ΦS (x, I) can be obtained with the mean-shift clustering algorithm [5].
Our approach can be seen as a soft voting scheme where larger values of ΦS (x, I) are
obtained for regions corresponding to an accumulation of kernels.
Clutter is handled naturally as it will usually be matched to arbitrary reference patches,
creating thus some noise in the density.

Fig. 3. Inference: each image patch is compared to the database. In this example, 3 nearest neighbors are extracted from the database providing 3 kernels. The green skeleton represents the ‘factored’ distribution L.

5 Feature Selection
When the number training patches is large, the computational cost of evaluating eq. (2)
might be prohibitive. Here, we propose to approximate the posterior probability by a
mixture of experts, where each expert takes into account a much smaller set of patches.

p(x|I) ≈ Φ(x, I) =

C


αi p(x|i, I) = α̂Ψ ,

(6)

i=1

where αi = p(i|x) is the probability of each experts (i.e. gaiting function), α̂ =
[α1 , · · · αN ] is the matrix of gaiting functions and Ψ = [p(x|1, I), · · · , p(x|N, I)] is
the matrix composed of the estimation of all the experts.
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When the experts have a parametric form they are usually trained with ExpectationMaximization (EM). Since our experts are non parametric (i.e. we use a kernel-based
voting scheme), such training procedure does not apply. Instead, learning is done by
maximizing the KL divergence between the probability estimated from all the training
data, p(x|I), and the approximation made by the mixture of experts, Φ.
=



DKL (p(x|Ii )||Φ(x, Ii ))

(7)

p(x|Ii )
)dx
Φ(x, Ii )

(8)

i


=

p(x|Ii ) log(

If the true distribution p(x|Ii ) is a dirac centered at xi , a first order approximation
of eq. (8) gives:
=−



log(Φ(x, Ii )) ≈ C −

i



Φ(x, Ii ).

(9)

i

Learning the experts might still be very expensive is the number of experts required
to accurate learn the density is large. We further propose a more efficient algorithm that
is based on Adaboost.
5.1 Adaboost-Like Learning
At each iteration a new expert is learned and added to the existing mixture, and the
relative weights (i.e. gaiting units) of the experts are re-estimated by minimizing (8).
We restrict here the choice of the experts to be of the same form as the non parametric
density estimators of section 4, but where instead of being estimated from the entire set
of patches, they are estimated from a subset of them.
For large databases, finding the optimal set of patches at each iteration is computationally very expensive, instead, we propose to use a RANSAC scheme. Different
subsets of patches are randomly sampled. For each subset, the corresponding density
estimator is built and the optimal gating units are computed1. The selected density estimator at each iteration is the one with the smallest error (8).

6 Experimental Evaluation
In order to evaluate the performance of our density-based pose estimation algorithm,
we performed experiments on 3 different datasets.
For each dataset, a patch-pose database was built as described in Section 3.1: for each
image of the training set, interest points were extracted and descriptors were computed
at their location at multiple spatial scales and stored in the database along with the
corresponding pose.
1

Given a set of experts Ψi , the gating units that optimize (8) can be computed in closed form as
α̂ = Σi1Ai A, where Ai = Σj Ψi (xj ).
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Fig. 4. Experiments on the BioID database. (left) Variation of the ground truth error of the
density-based pose estimation algorithm vs. Adaboost-like iterations. After the 7-th iteration,
the error is already relatively small and very close to the error obtained with the density estimator using the entire dataset. (right) Variation of the ground truth error of the density-based pose
estimation algorithm vs. Number of nearest neighbors.

6.1 BioID Database
We carried out a set of experiments on the BioID database [1]. This database contains
1521 face images of 23 different persons labeled with pose corresponding to the 2D
locations of 20 fiducial points (e.g. nose, pupils, eyes and mouth corners). Most images are frontal views and contain clutter, large variations of expression, appearance (in
particular, some people wearing glasses), illumination and location in the image.
We built a patch database from a training set consisting of 1000 images and used
another 100 images for testing. Patches have a nominal size of 19x19. The database
contains around 90000 pose-patches.
For each weak density estimator, we chose a set of 300 randomly selected patches. As
shown in Figure 4 shows, the convergence of the feature selection algorithm is relatively
fast (7 iterations). In practice, we stop the algorithm when 10% or more of the database
had been selected. In this implementation, gu is defined as in eq. (1) and the covariances
Σ are defined as in eq. (5). We used the mean-shift algorithm to find the main mode of
the density.
In order to evaluate the efficiency of our feature selection algorithm, we implemented
a pose density estimator Φ using the entire database.
To evaluate the efficiency of our feature selection algorithm we compared to two
baselines: the full database and to random selection of a subset of patches that comprised 10% of the database: we randomly selected a large number (1000) of subsets
corresponding to 10% of the database and retained the subset with lowest training error. Table 1 reports the ground truth error for the three methods. Note that the errors
are relatively small (less than 3 pixels) for both the full database and our feature selection algorithm. Note also that the variance is much smaller than randomly selecting the
patches.
We also tested the robustness of our method to occlusions. See Figure 6. Black rectangles were generated at a random location in the face. For small rectangles (30x30
pix.2 ) representing an eighth of the face surface, errors were sensibly similar to non
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Fig. 5. Experiments on the BioID database. Variation of the ground truth error of the densitybased
pose estimation algorithm vs. percentage of the initial training dataset used for training.
Table 1. Evaluation of the feature selection algorithm. The accuracy of our feature selection
approach is relatively similar to the performance using the full database.
Error (in pix.)
Feature select. (10%) 2.79 (0.78)
Full database
2.32 (0.52)
Random (10%)
4.98 (9.38)

occluded faces (mean error 2.52 pix. and variance 0.61). For larger rectangles (60x60
pix.2 ), the estimation degraded (mean error 4.46 pix. and variance 8.41).
6.2 Pointing’04 Database
We performed experiments on the Pointing04 database [8]. This database contains images of 15 subjects (2 sets, each with 93 views per subject). A pose corresponds to head
orientation and is defined by 2 angles (horizontal and vertical inclinations), which vary
in the database from -90 to +90 degrees. Note that this database is challenging as it
contains many occluded views (e.g. part of the face not contained in the image). We
defined the function gu as the identity (no geometric constraints) and chose Σ = 5.0I2 .
Table 2. Mean and variance (in brackets) error for our pose estimation algorithm as a function of
the number of scales used in the database
scales
1
3
5

Error (in deg.)
5.24 (10.98)
2.45 (7.37)
1.52 (6.29)
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Fig. 6. Example of results obtained for the ‘occlusion’ experiment. The errors are respectively
(from top to bottom) 2.02 pixels, 2.31 pixels and 5.6 pixels. Blue stars (*) are detected keypoints,
cyan crosses (+) are the ground truth fiducial points and red dots (.) are estimated by our algorithm.
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Fig. 7. Experiments on the POSER database. The error (in pixels) of LWR (dotted) and our approach (solid) with respect to misalignment between the training and the testing images. As expected, our approach is perfectly insensitive to translations. In contrast, LWR error grows rapidly
with the amount of translation.

We trained our system on all users from one set and tested on a subject from the
second set. Table 2 reports the error as a function of the number of scales used by our
density-based pose estimation algorithm. Errors are relatively small, the large variances
reflect the presence of outliers (i.e. errors between 20 to 40 degrees). As expected,
increasing the number of scales decrease the error.
6.3 Articulated Pose
We performed experiments on synthetic sequences generated with a rendering software
package (POSER) from motion-capture data. These are similar to the sequences used
in [15, 4] and include for instance activities such as walking, dancing. The pose corresponds to the 3D location of 20 joints.
We trained our algorithm on individual sequences (averaging 500 frames). We used
90% of the sequence for training and 10% for testing.
We compared our algorithm to LocallyWeighted Regression (LWR) as used in [15]
for instance. We generated sequences without background and centered in the character. To test the sensibility to translation, we generated a database where the character
is exactly at the center of the image for training and we translated the testing images
in a random direction. Results are reported Figure 7. As expected, our approach is insensitive to translations. With no translation, our approach and LWR perform similarly.
However, LWR error grows on with the amount of translation.
Our approach can also deal with multiple people. Figure 8 depicts an example of 2
people in a very cluttered background. The two people are obtained by detecting the 2
modes of the density by mean-shift clustering. The left image of Figure 8 depicts in red
circles the keypoints for which the pose density is high.
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Fig. 8. Experiments on the POSER database. (left) image containing some background and 2
subjects. The blues crosses represent the keypoints. The red circles represent keypoints for which
the density is high. (right) pose corresponding to the two principal modes of the density.

7 Conclusion
We presented a density-voting technique for pose estimation from patches. It relies on
the use of a local representation of pose that allows to efficiently combine evidence
from multiple patch while avoiding the bag-of-feature dilemna. To scale our approach
to large training sets, we presented a boosting-like feature selection approach, which
efficiently selects the most discriminative subsets of patches for pose estimation.
Our approach is relatively simple and does not require explicitly or implicitly modeling people as parts. Instead, geometric constraints are learned directly from images.
The main advantage of our technique is that detection and pose estimation are done
simultaneously.
The local voting scheme allows us to use the contribution of individual patches simultaneously, making it robust to occlusions, partial views and the presence of clutter in
the scene. Our framework handles multiple people naturally by finding multiple modes
in the density. Applications for tracking are obvious as our pose density estimation
would integrate nicely with dynamic priors.
Finally, our technique is fast as it takes only a few seconds per image. In fact, most of
the running time is spent in the mean-shift algorithm because of the high dimensionality
of the pose space.We believe that dimensionality reduction techniques would allow our
approach to run in real-time and increase the robustness. As future work, we plan to
integrate this approach in a tracking framework by smoothing densities in the pose
space based on temporal priors.

References
1. The bioid face database. http://www.bioid.com/downloads/facedb/
2. Curious labs, inc., santa cruz, ca. poser 5 - reference manual (2002)
3. Agarwal, A., Triggs, B.: Learning to Track 3D Human Motion from Silhouettes. In: Proceedings of the 21st International Conference on Machine Learning, Banff, Canada (July
2004)

108

D. Demirdjian and R. Urtasun

4. Agarwal, A., Triggs, B.: A local basis representation for estimating human pose from cluttered images. In: Narayanan, P.J., Nayar, S.K., Shum, H.-Y. (eds.) ACCV 2006. LNCS,
vol. 3851, Springer, Heidelberg (2006)
5. Cheng, Y.: Mean shift, mode seeking, and clustering. IEEE Trans. Pattern Anal. Mach. Intell. 17(8), 790–799 (1995)
6. Cootes, T.F., Edwards, G.J., Taylor, C.J.: Active appearance models. In: Burkhardt, H., Neumann, B. (eds.) ECCV 1998. LNCS, vol. 1407, p. 484. Springer, Heidelberg (1998)
7. Felzenszwalb, P., Huttenlocher, D.: Pictorial structures for object recognition. International
Journal of Computer Vision 61 (June 2005)
8. Gourier, N., Hall, D., Crowley, J.L.: Estimating face orientation from robust detection of
salient facial features. In: Proceedings of Pointing 2004, ICPR, International Workshop on
Visual Observation of Deictic Gestures, Cambridge, UK (2004)
9. He, X., Yan, S., Hu, Y., Niyogi, P.: Face recognition using laplacianfaces. IEEE Trans. Pattern
Anal. Mach. Intell. 27(3), 328–340 (2005)
10. Leibe, B., Leonardis, A., Schiele, B.: Combined object categorization and segmentation with
an implicit shape model. In: Pajdla, T., Matas, J(G.) (eds.) ECCV 2004. LNCS, vol. 3021,
pp. 17–32. Springer, Heidelberg (2004)
11. Leibe, B., Schiele, B.: Scale invariant object categorization using a scale-adaptive mean-shift
search. In: Rasmussen, C.E., Bülthoff, H.H., Schölkopf, B., Giese, M.A. (eds.) DAGM 2004.
LNCS, vol. 3175, pp. 145–153. Springer, Heidelberg (2004)
12. Lowe, D.G.: Object recognition from local scale-invariant features. In: International Conference on Computer Vision, Corfu, Greece, pp. 1150–1157 (September 1999)
13. Murphy, K., Torralba, A., Freeman, W.: Using the forest to see the tree: a graphical model
relating features, objects and the scenes (2003)
14. Ronfard, R., Schmid, C., Triggs, B.: Learning to parse pictures of people. In: Heyden, A.,
Sparr, G., Nielsen, M., Johansen, P. (eds.) ECCV 2002. LNCS, vol. 2350, pp. 700–714.
Springer, Heidelberg (2002)
15. Shakhnarovich, G., Viola, P., Darrell, T.: Fast Pose Estimation with Parameter-Sensitive
Hashing. In: Proceedings of the IEEE International Conference on Computer Vision, Nice,
France, IEEE Computer Society Press, Los Alamitos (October 2003)
16. Sidenbladh, H., Black, M., Fleet, D.: Stochastic Tracking of 3D Human Figures Using 2D
Image Motion. In: Vernon, D. (ed.) ECCV 2000. LNCS, vol. 1842, pp. 702–718. Springer,
Heidelberg (2000)
17. Sigal, L., Isard, M., Sigelman, B., Black, M.: Attractive People: Assembling Loose-Limbed
Models using Non-Parametric Belief Propagation. In: Advances in Neural Information
Processing Systems, Vancouver, Canada (December 2003)
18. Sminchiesescu, C., Triggs, B.: Kinematic jump processes for monocular 3d human tracking.
In: Proc. IEEE Conf. on Computer Vision and Pattern Recognition, IEEE Computer Society
Press, Los Alamitos (2003)
19. Sudderth, E.B., Ihler, A.T., Freeman, W.T., Willsky, A.S.: Nonparametric belief propagation.
In: IEEE Conference on Computer Vision and Pattern Recognition, IEEE Computer Society
Press, Los Alamitos (June 2003)
20. Turk, M.A., Pentland, A.P.: Face recognition using eigenfaces. In: Computer Vision and
Pattern Recognition, 1991. Proceedings CVPR 1991, IEEE Computer Society Conference
on, pp. 586–591. IEEE Computer Society Press, Los Alamitos (1991)
21. Urtasun, R., Fleet, D.J., Hertzmann, A., Fua, P.: Priors for people tracking from small training
sets. In: ICCV 2005. Proceedings of the Tenth IEEE International Conference on Computer
Vision, Washington, DC, USA, vol. 1, pp. 403–410 (2005)

